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Explosion of Al-Written Code
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ABSTRACT use them. Such work is important in order understand the practi-
Al code assistants have emerged as powerful tools that can aid in cal security challenges introduced by Al-powered code-assistants
- —_— ant life - i and the ways users

prompt the Al systems to inadvertently cause

“We find that participants who had access to an Al

assistant wrote significantly less secure code than
those without access to an assistant”

dent about security ilaws In .
inform the design of future Al-based code assistants, we release our
user-study apparatus to researchers seeking to build on our work.

to an Al programming assistant?

e RQ2: Do users trust Al assistants to write secure code?

e RQ3:How do users’ language and behavior when interacting
with an Al assistant affect the degree of security vulnerabili-
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Verified Code Generation

How do we use agents to generate code in a trustworthy way?

adWws

‘\_—;’

re:Invent Discover AWS Products Solutions Pricing Resources

AWS Blogs Home Blogs + Editions

AWS Compute Blog

AWS Nitro Isolation Engine: Formally verifying the hypervisor in the
AWS Nitro System

by Ali Saidi | on 11 JUN 2026 | in Amazon EC2 | Permalink | # Share

W




Verus: Automated Proofs for Rust

* Mathematically prove code is
correct/reliable/secure

* Focus on fast, deterministic
proof automation for systems
code

Result: Scaling verification to
large, complex systems

* Memory allocator

* Microkernel

* Distributed KV store

* Persistent memory log
* Cryptographic libraries

Memory safety Data race freedom

Functional correctness
4



How Does Verus Work?

Verus allows the programmer to add specifications and proof annotations:

Static check, enforced by verifier

fn Vec—upsz"‘;‘*&i‘t—\';"éjj (backed by SMT solver)
idx: usize,
T
)
requires Erased at runtime
idx < v.len(),
ensures
v[idx] ==1t,
{
/] ...
d
/] ...
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Al Agents Have Proof Generation Capability

* VeruSAGE: benchmark for proof generation on real systems code
* 849 proofs from 8 large-scale Verus projects

* Opus 4.5 + generic coding agent completes 94% of tasks at a cost
of $13.7 per task

Challenges remain for end-to-end verified code generation:

* Formalizing English descriptions into specifications

 Cost, maintainability, verification performance
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This Talk

* Verus-SpecBench: Benchmark for specification writing

* AlphaVerus and Propose, Solve, Verify: Reinforcement learning

for formal verification
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Verus-SpecBench

Benchmark of 581 specification writing tasks from Codeforces
competition programming problems.

* Automated task extraction pipeline
* Agentic evaluation environment (Verus-SpecGym)

* Data: Codeforces “hacks” rule out specifications that are too
permissive

* Verifier: (expanded!) Verus feature for executable specifications

https://arxiv.org/abs/2605.26457 s
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Evaluating Specifications is Hard

Informal specification Formal specification

“Output a list of all autoformalization . forall |n|

the even numbers output.contains(n) ==>
in the input ’ n % 2 && input.contains(n)

\/ input = [1, 2, 3], output = [2]

x input =[1, 2, 3], output =]



Specification Soundness and Completeness

A
outputs incomplete
x formal specification
sound + complete
informal specification
unsound
inputs
>

\/ = allowed input, output pair x = disallowed input, output pair
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Codeforces Hacks: Soundness Test Cases

* The official Codeforces test suite only provides completeness
test cases.

* Hacks: adversarial test cases for real solutions that pass the
official test suite.
* These become soundness test cases.

* Success rate drops up to 19% after adding soundness test cases.
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Executing Specifications with exec_spec!

* Due to undecidability, the verifier can neither prove nor disprove
15-80% of test cases.

spec fn odd_seq(in: Seq<u8>, out: Seq<u8>) -> bool {
forall |n| out.contains(n) ==>/* ... */

}
assert(odd_seq([1, 2, 3], [2])); verification results:
assert(lodd_seq([1, 2, 3], [2])); 0 verified, 2 errors

Verus (proof) assertions

12



Executing Specifications with exec_spec!

* Verus feature compiles specification code into runnable Rust code.
* Supports: bounded integers, bounded quantifiers, spec types

(map/set/seq)
exec_spec! {
spec fn odd_seq(/* ... */) {
[*.F assert!(exec_odd_seq(/* ... */));
}
}
Verus specification Rust (runtime) assertion

* Upcoming: integration with PBT

13



Verus-SpecBench Leaderboard

Model Pass @ 1

gemini-3.1pro 0.778
gpt5.3-codex 0.578
opus4.6 0.511
deepseek-v4pro 0.243
glm-5.1 0.215
kimi-k2.6 0.255

Benchmark repository: https://github.com/formal-verif-is-cool/verus-spec-gym
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Hardest Problems Still Challenge Best Models

1.0

Pass@1 by problem difficulty
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How do we train models to
generate formally verified code?



Main Challenge: We don't have data



Main Challenge: We don't have data

Python

A

~ Trillion tokens

Dafny

Dafnyﬁ

~100M tokens

//

o /

Verus

<10 Repos

o /

o /




AlphaVerus: lterative Self-Improving Translation

Aggarwal, Pranjal, et al. “AlphaVerus: Bootstrapping Formally Verified Code Generation through Self-Improving Translation and Treefinement.”
Forty-Second International Conference on Machine Learning, 2025



AlphaVerus: lterative Self-Improving Translation

Exploration
Source (e.g. Dafny) Translations (Verus)
- Invalid
>

- Unverified

Examples W nverme
N

3,5, LLM if
e - Verified

Aggarwal, Pranjal, et al. “AlphaVerus: Bootstrapping Formally Verified Code Generation through Self-Improving Translation and Treefinement.”
Forty-Second International Conference on Machine Learning, 2025



AlphaVerus: lterative Self-Improving Translation

"

Treefinement




AlphaVerus: lterative Self-Improving Translation

Critique




AlphaVerus: lterative Self-Improving Translation

( Self-Improvement

= Better Exploration
} “" = Better Treefinement

= Better Critique




AlphaVerus: lterative Self-Improving Translation
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AlphaVerus: Results

Programs translated over iterations
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AlphaVerus: Results

Programs translated over iterations
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AlphaVerus: Results

Programs translated over iterations
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What if we don’t have the
Source Programs?



Propose-Solve-Verify: Self-Play Through
Formal Verification

Wilf, Alex, et al. “Propose, Solve, Verify: Self-Play Through Formal Verification.” Forty-Third International Conference on Machine Learning, 2026



Propose-Solve-Verify: Self-Play Through
Formal Verification

Key ldea:

A proposer LLM generates novel specifications

A solver LLM write code and proof for those specs!

and both improve over time

Wilf, Alex, et al. “Propose, Solve, Verify: Self-Play Through Formal Verification.” Forty-Third International Conference on Machine Learning, 2026



Propose-Solve-Verify

4 O 4 )
Proposer Solver ¢ L)
p ( fn has_z(... \ f i ]
: — fn is_odd(. — : -
\fn OC-I-(.. j
N /

(x = @) Easy R

UXEX = ] Medium

UXXX = @] Hard
\_ J




Propose-Solve-Verify

-

Proposer

. .
 Finetune on correct solutions
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Propose-Solve-Verify
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Propose-Solve-Verify
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1. Difficulty-Aware Spec
Generation

2. Ensure Diversity of
generated Specs

I would like you to output a problem that is
of {difficulty} level. Here are some examples
of problems and how difficult they were for
the model.

Problem 1: EASY
{problem spec}
Problem 2: HARD
{problem spec}

Now it’s your turn! Please describe your
reasoning, then output a new problem that is
{difficulty}.



Propose-Solve-Verify outperforms baselines

Outperforms both
AlphaVerus and Rejection

Finetuning in:

a.) Transfer Learning

b.) Test-Time Training

Average pass@1 (%)

Transfer learning
Average over MBPP + HumanEval

AlphaVerus 6.86

RFT [ 10.99
psv-verus |G 20.72

Test-time training
Average over Dafny2Verus + MBPP + HumanEval

AlphaVerus 12.59

RFT [ 14.62
psv-verus | 0.49

0 10 20 30 40



Propose-Solve-Verify: Scaling Helps

Performance scales with

increasing: Pass@1 generally rises with more iterations
® 1k budget B 2k budget A 4k budget
50 46.9
A.) lterations 3 44.3
40 42.3
30

B.) Generated Specs
per iteration 0] > 3 4 5

Training iteration



Propose-Solve-Verify: Ablations

We show importance of:

psv-verus [N 3.3
A. Difficulty -Aware Proposer
— Difficulty awareness ----I 40.87

B. Diversity of generated Specs ~2.44 pts vs PSV

— Diversity ---- 38.71

-4.60 pts vs PSV



What if we make the system
even more general?



Multi-Agent Simulations (MAS) for Formal

Code Generation
Computer environment

————————————————————————————————————————————————————————————————————————————————



Multi-Agent Simulations (MAS) for Formal
Code Generation

Computer environment

Proposer Agent Solver Agent

————————————————————————————————————————————————————————————————————————————————



Multi-Agent Simulations (MAS) for Formal
Code Generation

Computer environment

Proposer Agent Solver Agent

Only Incentive: Stay Alive!

————————————————————————————————————————————————————————————————————————————————



Multi-Agent Simulations (MAS) for Formal
Code Generation

Computer environment

Proposer Agent Solver Agent

Reward: iSg,,0q4 + @ * time Reward: 1S, 1,eq4 — @ * time

————————————————————————————————————————————————————————————————————————————————



MAS for Formal Code Generation

Proposer improved creating
harder specs over time

- a.) Static solver — b.) Evolving solver
600
® 564 s
500
0
o 400
£ ® 368 s
" 300
2
& 200
100

1 10 20 30 40 50 59
Problem number

Solver improved, solving more
downstream questions faster

Claude Opus 4.6 ® + Memory

Problems solved (%)
+10%

48% 58%
[
. o . 60
Solve time (s) 87 s faster
237 s 324 s
o
200 250 300 350



MAS for Formal Code Generation : Ongoing Work

Computer environment

————————————————————————————————————————————————————————————————————————————————



MAS for Formal Code Generation : Ongoing Work

Computer environment

¥
I Q Agent 2
i o o

' Agent 1

————————————————————————————————————————————————————————————————————————————————



MAS for Formal Code Generation : Ongoing Work

Computer environment

————————————————————————————————————————————————————————————————————————————————



MAS for Formal Code Generation : Ongoing Work

Computer environment

Agent n-1




MAS for Formal Code Generation : Ongoing Work

Computer environment

A free-market style simulation, where

Agent 2 Agent n-1

agents can create new Specs, solve

Agent 1 . : .
competitions, all guided by a single

existing ones, delegate problems, create
incentive to stay alive!
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